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[SLIDE-1: OCCASION]

WILLIAM A. KRETZSCHMAR'S "THE LINGUISTICS OF SPEECH"
====================================================

In this talk, I shall present to you the views put forward by Bill
Kretzschmar (that is, William A. Kretzschmar, a professor at this
University for one-fifth of his working time) in his recent book,
"The Linguistics of Speech". I aim to simply report what he says in
the book; if there are discrepancies in his argument or parts of it
that are not clear, then they may be inherent in Bill's text, or
they may be due to deficient understanding on my part. I'll conclude
by giving some instances from my own experience of situations where
William's views have shed light on some linguistic conundrums.

[SLIDE-2: INTRODUCTION] William starts with Saussure, for whom one
possible aim of linguistics was to deal with "parole", the totality
of language, including its perceptual, cognitive, social and
historical factors; an alternative goal would be to deal with
"langue", or linguistic structure. "Langue" is homogenous and
well-defined, whereas "parole", is disparate, an act of behaviour,
ultimately unknowable, and Saussure realised that such an enterprise
would be unmanageable with the resources available. Saussure's
decision largely determined the course of linguistics for the rest
of the twentieth century.

The public at large, however, has taken a different view: it is not
interested in "langue", the relationship between the linguistic
elements of a system, but only in "parole", what the language output
tells us about its speakers. In fact the public at large holds two
contradictory beliefs. One is that there is a "correct" or standard
form of the language, and that people who do not observe it are
morally inferior and can be discriminated against on ethnic and
cultural grounds; the other view is that there is a "right" language
for a particular social group, a local way of speaking that belongs
to that community. ("Correct" for the first type of language and
"right" for the second are Kretzschmar's specific terms, by the
way.) "Correctness" surfaces in the avoidance of solecisms, and
"rightness" in worries about endangered languages such as Gaelic,
but both are real currents in the contemporary debate.

These notions of rightness and correctness came spectacularly to the
fore in the Ebonics controversy, which erupted in California in the
late 1990s. In 1996 the school board of Oakland, Californa, faced
with appalling levels of illiteracy, passed a resolution calling for
African-American schoolchildren to be taught using AAVE,
African-American Vernacular English, known in the terminology of the
time as "Ebonics". Their argument was that AAVE was not English, and
that they would therefore qualify for a federal subvention for
foreign-language teaching. The result was a richly-scented popular
uproar, with claims that AAVE was "genetically based", was
degenerate babble, was descended from the Niger-Congo group of
African languages, or alternatively was a perfectly respectable form
of English with its own systematic though non-standard rules. The
latter view was of course the one put forward by the Linguistic
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Society of America, supported by such eminent practitioners as
William Labov and Walt Wolfram, and they lost comprehensively in the
face of popular hostility. The public just would not buy it, and the
Oakland school board withdrew the resolution. The lesson that we can
draw for the linguistics of speech is that professional linguists
have met with complete failure in selling the general public their
ideas.

Kretzschmar turns next to an overview of what we can learn from the
last half-century of data-gathering, [SLIDE-3: WHAT WE CAN LEARN
FROM DATA] beginning with Kurath's LAMSAS survey of Atlantic coast
American English of the 1940s. We have traditionally thought about
language in the same way as the linguistic structuralists: we push
our data into categories to which we assign boundaries. [SLIDE-4:
DARNING-NEEDLE] Kurath's isogloss for "darning-needle", for example,
discounts much of the southward geographical distribution of this
variant. (I know it doesn't show up well on this slide, but it is
there, honestly!) If, however, the analyst shows too many
isoglosses, [SLIDE-5: COW] the map becomes incoherent, as in this
presentation of the diphthong in the word "cow" from England.
[SLIDE-6: WHAT WE CAN LEARN FROM DATA] This apparently unpatterned
wealth of data leads structural linguists to call the most frequent
variant "the standard" and to ignore others. However, we now have
better computers that can perform more comprehensive analyses, and
we see that all standard variants are heavily mixed with other
variants, and that variants are better characterised as showing
local clustering, rather than as separated by isoglosses.

In fact, when we count instances without assuming prior categories,
we find an enormous range of instantiations among both phonetic and
lexical variants. Moreover we always find, with whatever linguistic
type and among whatever population, that a few variants occur very
frequently, and a great many only infrequently, and that their
distribution is always in the form of an asymptotic hyperbolic
curve. [SLIDE-7: A-CURVE] The curve is asymptotic because it never
meets either axis, and it's hyperbolic by virtue of its boomerang or
bath-tub shape; in the curve shown, the highest-ranking variant,
"mantel" is found about 600 times, the next-ranking variant
"mantelpiece", about 500 times, the next two variants by rank
("fireboard" and "shelf") about 150 or 200 times each, and the many
remaining variants trail away. The asymptotic hyperbolic curve, or
A-curve, is fundamental to the view of linguistics that Kretzschmar
puts forward.

[SLIDE-8: WHAT WE CAN LEARN FROM  DATA] Other tools now available to
us are better sampling and better statistics, and these drive a
wedge between structural linguistics and the linguistics of speech.
Structural linguists can use a tiny sample - one speaker in some
cases - because in the relevant sense that sample is representative;
but in the linguistics of speech we need enough data to make
predictions. Density estimation is a technique that shows us how
likely a variant is to occur in a place where the sampling did not
actually produce it, so it shows us how variants actually cluster.
[SLIDE-9: PAIL] The map shows the clustering for the variant "pail"
from the LAMSAS data, with one northerly and one less well-defined
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southerly focal area. A similar technique, known as "spatial
autocorrelation", shows whether a feature is distributed randomly,
regularly, or more clustered, and this map [SLIDE-10: GULLY] for the
lexeme "gully" shows that result, with the density of lines varying
according to the density of clustering. In fact a study by Lee and
Kretzschmar of eleven lexical features from this data showed that
clustering (rather than randomness or regularity) was the norm.
These analyses therefore point to the importance of localities as
organisational points for language.

 [SLIDE-11: WHAT WE CAN LEARN FROM DATA]As well as locality, we need
to consider social class, and Kurath in the LAMSAS survey collected
copious amounts of social data about each participant. We can
therefore now analyse his data with reference to more social
variables than he could with his limited processing power. A
detailed analysis of the LAMSAS data carried out by Kretzschmar and
colleagues showed significant social clustering: variants were
distributed unevenly throughout the population, but the varying
frequencies created a recognisable dialect pattern.

The storage capacity of computers has increased unimaginably since
Saussure wrote, and a large data collection such as Collins' Word
Web will contain about three thousand million words of data. This
equates, roughly speaking, to the lifetime language usage
(production and perception) of one person. So while large corpora do
not show us the totality of language, they give us a more authentic
picture of it than Saussure had, and what they show us is the
difference, in language, between what is possible (in terms of
structural linguistics), and what is normal (in terms of actual
usage). So, for example, words such as "surgery" and "bank", though
both nouns, are used in different contexts in US and UK English, and
so have different meanings in the two languages. Frequency analysis
of collocates shows that they behave exactly like lexemes, stringing
out along the A-curve and clustering according to geographical and
cultural proximity.

[SLIDE-12: HOW SPEECH WORKS] The case for treating certain phenomena
as "complex systems" gained momentum towards the end of the
twentieth century, as the importance of non-Gaussian distributions
became apparent. A complex system is one whose elements are
constantly changing along a continuum, and one which persistently
exchanges material with neighbouring systems: a living cell, and a
national economy, are examples. Complex systems contain a large
number of autonomous components (banks, consumers, investors) which
interact with each other, and by interacting also change each other,
creating new types of interaction and causing new ordered states to
emerge. Complex systems are therefore self-organising, or show
"emergent order", to use the technical phrase. They also show
scaling - the same types of activity and the same
distribution-shapes are replicated at both macro and micro levels.

Speech behaves in the same way. It changes, modifying its elements
along a continuum, and it exchanges material with neighbouring
dialects. If we take into account lexical collocations and the
phonetic distinctions that surface when we step outside standard
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transcription schemes, we find that speech has an enormous number of
components - massively more than the lexical counts and phonetic
inventories given in standard descriptions; so it qualifies under
this head as a complex system. When we look at the way that variants
are distributed, we find that the pattern is always exponential,
following the asymptotic hyperbolic curve or A-curve, and that this
is true across all types of texts and in all geographical and social
spaces; so on these grounds we can say that speech displays emergent
order. Finally, on the question of scaling, survey data shows that
the A-curve distribution applies to both micro-samples and
macro-samples. Under all these heads, then, speech is a complex
system.

To understand how speech works, however, we need to understand how
the listener perceives it. The perceptual mechanisms that we use
come with a disadvantage: they enable us to create gestalts,
completed conceptual entities, that will fill the gaps in our
knowledge, but they also leave us with a view that is shaped by
categories and boundaries. Here is a simple and well-known example:
[SLIDE-13: PARIS IN THE THE SPRING]. (If you haven't seen it before,
count the definite articles!) [SLIDE-14: HOW SPEECH WORKS] Cognitive
theory further shows that individual cognitive behaviour contributes
to *collective* cognitive behaviour, resulting in cognitive schemes
that are shared by the group.

Since these shared constructs are based on incomplete knowledge,
they do not match reality well. Take these two dialect maps of the
USA: [SLIDE-15: DIALECT-ELLIPSES] The first one shows the number of
respondents who said that the Southern dialect was spoken within a
given ellipse, so that 50% of respondents from Michigan, for
example, said that it was spoken in Tennessee, North Carolina, and
states to the south of those. However, there is no ellipse where all
respondents agreed that it was spoken, and even at the 96% agreement
level, the only place agreed on was at the kink in the boundary
between Alabama and Georgia. The second map [SLIDE-16:
DIALECT-IGNORANCE] shows even more massive lack of interest, a
finding confirmed by the researchers Gould and White, who showed
that knowledge of and interest in far-away places wanes
exponentially with distance.

Not only do we lack knowledge of distant places, we also lack
knowledge of our own community at different levels of scale.
[SLIDE-17: HOW SPEECH WORKS] In speech, variants are always found
spread along an A-curve; but although the type of curve is always
the same, the rate of change of the curve, and the distributional
frequencies of items on it, will be different at different levels
within the speech model. Horvath and Horvath, for example, measuring
rates of l-vocalisation in Australasian English, found that,
although the overall rate of vocalisation was 33%, no country,
region or town had a rate that was higher than 28% or lower than 58%
- in other words, no individual subcommunity sat anywhere near the
average. Because of this variability at different scales, no speaker
can know the true rate of variation at any higher or lower level,
and individuals again fall back on social constructs to make sense
of the data.
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So when people perceive complex systems, they apply gestalts to fill
in the gaps in their knowledge, and the A-curve helps with this,
because it shows a few variants that have overwhelming frequency.
This eases the cognitive processing load and creates a scheme that
is simpler than the reality.

To recap, our examination so far shows that speech is a complex
system, one in which individual elements react to each other but
change each other, creating new self-ordered states. In speech, this
process is played out in the alternation between perception and
production. Speakers make sense of unimaginable numbers of variants
by applying schemas based ultimately on ignorance, and the result is
a functioning but constantly changing social construct. Less
formally, we can say that language features exist along a continuum,
that variants follow an exponential distribution, and that
top-ranked variants give only an illusion of coherence.

[SLIDE-18: NEW DIRECTIONS] Looking now at the relationship between
the linguistics of speech and the linguistics of structure, we can
see that the linguistics of speech is not a rival to the linguistics
of structure, but a complementary way of doing linguistics.
Linguistic structure is determined by the top-ranking variants; when
variants occur at different rates in two sets of speakers, the
structural linguist has to postulate different systems, different
dialects, and so on infinitesimally down to the last different mix
of variants. The national standard, by contrast, is a fiction for
structuralists, not an average of the behaviour of all speakers but
an idealised model of how speakers *ought* to behave. Steering a
course between the Scylla of structuralism and the Charybdis of an
institutionalised ideal, the linguistics of speech finds behaviours
and regularities in speech - such as the A-curve - which Saussure
could not observe.

The linguistics of speech also sheds light on language change. The
problem of actuation - how a change starts - is no longer real,
because there is always a pool of variants jostling for position;
the problem of transition - when is a change complete? - is not a
problem that makes sense any more, because all speakers are all the
time evaluating different variants and creating new conceptual
schemes to accommodate them. Always the A-curve serves as the model
for change, eliminating category boundaries and seeing variants as
simply occupying different positions on that curve.

Lastly, we need to consider how the linguistics of speech can help
linguists to engage with the ever-present public debate on language,
and escape from what William characterises as "the evident mess that
we have gotten ourselves into". The two salient popular ideas on
language - that it's OK for communities to have their own dialects,
and that everybody should speak the standard - are the responses of
ordinary speakers to the sea of data they find around them; and
while one the one hand ordinary speakers have cognitive perceptions
which create whole dialects for other communities, they also have
shared histories and identities that create a national standard. If
we retreat into structuralism and argue that all dialects are
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different but equal, we shall not engage with these ideas, and that
will be our loss.

[SLIDE-19: EXAMPLES] In this final section I shall take three
examples of puzzles or uncomfortable moments that have occurred
during my working life, and show how the linguistics of speech sheds
light on these incidents. The first is a fairly simple task:
[SLIDE-20: EMAIL] Here is an email about arranging an appointment
some time ahead, and we have to correct the non-native speaker's
English:

"Sure, [name] and I will be there during that period, but I am
afraid I cannot tell you the exact date because we still are waiting
for our supervisor to email us about the dissertation. If he or she
emails us I will tell you the exact date. Is it OK for you?"

This version has been corrected to meet all the requirements of
standard grammar, but it's still wrong in almost every particular; I
doubt whether anybody in this room would send this message using
exactly these words. If we think of it in terms of the linguistics
of speech, however, we can see that all that has happened is that
the writer has chosen an unsuitable variant for almost every phrase.
The corrector's task is also pretty much impossible: they are
required to choose between an unimaginable number of lexical
alternatives, all subject to social and geographical constraints,
each one devoted to a particular rhetorical aim, and each one aiming
to mark some personal characteristic of the originator. No wonder I
felt uncomfortable doing it.

My second example comes from elementary textbooks for learning
foreign languages, which all changed their format radically in the
1970s. [SLIDE-21: TEACH YOURSELF ITALIAN] The first slide is the
contents page from "Teach Yourself Italian", first published in
1943, my copy dating from 1978. You see an uncompromisingly
structuralist regime, where you don't get your first reading passage
until Lesson 16 (which is halfway through the book). The second
slide is from the BBC's "Buongiorno Italia!", [SLIDE-22: BUONGIORNO
ITALIA] first published 1982, and is conspicuously innocent of
grammar. It seems that these two texts will never meet, and that
each will be anathema to adherents of the other. But they are in
fact merely examples of the two polarised approaches to language,
the linguistics of structure and the linguistics of speech, and
either can no doubt lead to successful learning.

[SLIDE-23: DYER - WEBSITE] My last example is of a leading accent
coach, doyenne of the profession - just look at the actors she has
coached! This is her advice on learning RP: [SLIDE-24: DYER -
COACHING SESSION]

This version of accents is an articulation-free zone, and in terms
of the phonology of structural linguistics the teacher is an
unmitigated disaster. However, consider Bill Kretzschmar's remarks
about our massive ignorance of distant communities, and our
propensity for constructing a language out of social and
geographical assumptions. Isn't that exactly what is happening here?
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It isn't accurate, but it appeals to the learner's imagination, it
invites them to drag impressions out of their subconscious, and in
the end it will probably convince an audience.

I leave you to think about these things. [SLIDE-25: OCCASION]


